Lecture 19: Parallel programming
MPI. Message passing interface

1. Introduction to parallel computing
2. Introduction to MPI



Top 10 supercomputers

Source: http://www.top500.0org/lists/2005/11/



Amdahl’s law

Let f be the fraction of a program that is sequential (i.e. not parallel),
and let n be the number of processors. According to Amdahl’s law,

the speedup is

Parallelization is useful for small to moderate n unless f is close to
Zero.

Note: Monte Carlo
simulations are
particularly well suited for
parallel computing since f
can be made very small.

Parallel program
characterized by

«Scaling with n

s|load balancing



Introduction to MPI
(Message passing interface)

Overview:

1. Whatis MPI?

2. How to use MPI?

3. Parallelization of programs:
1. Dividing the computational load equally over n processors.
2. Manager-worker algorithm

4.  We will learn the basic tools by studying examples.



What is MPI?

MPI in a nutshell:
In MPI, each processor executes the same copy of the executable.

n processors are identified by their rank ranging from rank=0,...,n-1

Processors can exchange data with each other by means of
subroutines.



1.

How to use MPI?

Start MPI by using the command
[papenbro@max ~]$ lamboot

LAM 7.1.1/MPI 2 C++/ROMIO - Indiana University

Compile program via script in /home/papenbro/bin
[papenbro@max ~]$ bin/f90_tp mpi hello.f90

Start program on four processors
[papenbro@max ~]$ mpirun -np 4 ./a.out

hello from processor with rank 0
number of processors: 4

hello from processor with rank 2
hello from processor with rank 1

hello from processor with rank 3



About the script /home/papenbro/bin/f90 _tp mpi

#!/bin/sh

ifort $1 -I/home/papenbro/include -lpthread
-L/home/papenbro/lam/lib -llammpio -llamf77mpi -Impi

-llam
Notes:
1. ifortis the fortran90 compiler
2.  -L sets directory the linker searches

3. -lname includes library libname



Program hello.f90

program main

implicit none

include 'mpif.h’ I Includes MPI constants and subroutines
%fo-----mmmmmmm e %
| MPI INTERFACE |
%fo-----mmmmmmm e %

integer :: comm, myid, nprocs, ierr
integer :: status(MPI_STATUS_SIZE)

call MPI_INIT (ierr) I Initializes MPI
comm=MPI_COMM_WORLD ! Sets the communicator

call MPI_COMM_RANK(comm, myid, ierr) ! Initializes rank (ID of processor)
call MPI_COMM _SIZE(comm, nprocs, ierr) ! Initializes number of processors

write(*,*) 'hello from processor with rank’, myid
IF(myid .eq. 0) write(*,*) 'number of processors:', nprocs

call MP1_FINALIZE(ierr)
end program main



3.

5.

6.

7.

Remarks

Each processor executes the same program.
Thus, n processors require n times the memory.

Variables are local on each processor. Processor | has no
knowledge about values of variables on processor K.

Messages (i.e. data) have to be passed in order to make values of
variables known to other processors.

Processors can be synchronized via certain calls to MPI
subroutines (e.g. MPI_Broadcast)

MPI programs also run on single processor
Use simply ./a.out
Or use mpirun -np 1 ./a.out

MPI programs can also be run with a higher number of processors
than physically present (for test purposes)



homework

1. Logon to max
2. Use passwd command to set your password

3. Voluntary:

1. copy /home/papenbro/hello.f90 and /home/papenbro/bin/f90 tp mpi
into your home directory.

2.  Start lam via lamboot
Compile hello.f90
4.  Run hello.f90 on 4 processors.

W



